In spectral analysis contributions of different frequency components are measured in terms of the power spectral density. 
Cross spectrum—shared power between two coincident time series.

The word is carry over from optics. Red, white and blue are often used to describe spectral shape.
In ocean long-period variability tends to be red.

Instrument noise tends to be white

Blue spectra confined to specific frequency bands such as wind-wave spectra.
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(Sometimes I get sloppy  and use  rather then f but forget to use the 2
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Se=Y(f)Y*(f)=|Y(f)|2


Energy spectral density


[image: image3.wmf]ò

ò

¥

¥

-

¥

¥

-

=

dt

t

y

df

f

Y

2

2

|

)

(

|

|

)

(

|



Parseval’s Theorem 
|Y(f)|2  is energy per unit spectral  density, when multiplied by df yields the energy in each spectral band centered around fo
Sff = total signal variance within the frequency band f centered at fo.

(Keep this stuff on the board while discussing FFT—so that when showing the frequency resolution of the FFT you can point to frequency bands).

FFT

Basicially breaks the time series into even and odd parts and performs Fourier analysis on each one. Don’t really now how it works—the discrete Fourier transform (write on the board) provides the necessary intuitive framework for the FFT. If you really want to know how it works see section  5.4.5.

Fast—how fast? 

DFT= N2

FFT=8Nlog(N)

1000 points 18 times faster

10,000 points  135 times faster

1 million points ~ 10,000 times faster

How to do it in MATLAB?

S=fft(x);

Requires power of two data points
Matlab routine can deal with non-powers of two—but slows it down (However based on my experience I find that in does not slow it down as nearly as much as theory predicts).

Slowest when N is a large prime number.

One standard option is to pad time series with zeros, i.e.

Y = fft(X,n) returns the n-point DFT. If the length of X is less than n, X is padded with trailing zeros to length n. If the length of X is greater than n, the sequence X is truncated. When X is a matrix, the length of the columns are adjusted in the same manner. Y = fft(X,[],dim) and Y = fft(X,n,dim) applies the FFT operation across the dimension dim.

In addition to increasing computational speed—padding with zeros will increase frequency resolution—and if the number of zeros is judicisously chosen you can reduce spectral leakage—which will be the main topic of today’s lecture.

Frequencies that the Fourier transform will resolve are 1/T, 2/T, 3/T---N/(2T).  The last period being the Nyquest frequency determined by the frequency of the sampling. 

Note the period between Fourier components decreases with increasing frequency. N=1

(for a 1 year record)

1 year, ½ year

But for N=8670

3600*(1-8760/8761)  ~ ½ second
So if you need to resolve two closely spaced frequencies (at periods T1 and T1) the record length must be long enough that somewhere in the spectrum.

n/T= 1/T1

(n+1)/T =1/T2
where T is the length of the record and n is the nth Fourier frequency

So

T=nT1

(n+1)/nT1=1/T2

n+1/n=T1/T2

n+1=nT1/T2

n(1-T1/T2)=-1

n=1/(T1/T2 –1)
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So to resolve two frequencies T1 and T2 the record length must be at least that long.

Consider the case of the M2, S2 Tidal constituent

T1=12.42

T2=12.00

=14.7 days

In the case of the P1 (24.07 hours) and K1 (23.93 hours) the record length would need to be 171 days long.

And these are minimum—usually you can-not distinguish between adjacent frequency bands because of statistical reasons (later we’ll conclude that we need to average frequency bands to gain statistical confidence) and leakage between frequency bands.

Spectral Leakage
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Note that in last class I raised the exponent to i2f – different notation because f =1/T while   It’s the same thing!

Consider f(t)=cost)

We know what the spectral characterization of this should look like —spectral peaks at  and 

However, if we take a time limited sample of f(t), which must be the case because we don’t have forever, the Fourier transform of a gated sin function would be
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Check the sign on 2nd term

Note Zeros at  1/T,2/T,3/T  

Draw (or show overhead)

As T goes to infinity, you end up with an  infinity tall spike within in an infinitally small frequency band and the zero’s become infinitessmally close together.

1) Show Fourier Transform of gated cos(omt) to further emphasize that gated time series distort it’s frequency content.

The zeros in this function are at (-n/T)—these are the Fourier frequencies. When we take a spectrum of a discrete series, Fourier coefficients are also at discrete frequencies—it’s not a continuous function.  So if the  is at a Fourier frequency ( this would be very fouriertutitus) then the spectrum will not be contaminated by this side lobe leakage. However, this is rare, and the frequencies 

Section 5.6

Remove the mean and trend from the data otherwise it will distort the low frequency end of the spectrum.

Show examples of FFT on projector.

Show examples of DFT of sin curve at a zero in the window

Show example of DFT of sin curve whose frequency is not at a zero (this is generally the case).

leak_examp_dft

leak_examp_fft

Things that can be done.

1) Select record length so that main spectral quantity is at fourier frequency

2) Remove clear harmonics with Least-Squares Fit (Prewhitening)

3) Use a tapered window (Hanning for example)

WINDOWS

Real Geophysical Data

Not phase locked, DFT or FFT breaks down.  Need to look at it in a statistical sense. This is done by taking FFT of Sxx, rather than time series.

(SHOW FIGURE 5.6.3 from book)

A autocorrelation function that slowly de-correlates with lag would be characteristic of a spectra with low frequency variability—and little high frequency variability to cause the autocorrelation to decrease will have a narrow spectral distribution.

(show MATLAB

t=0:100;

y=exp(-t/30);

In contrast a correlation function that quickly de-correlates with lag would be characteristic of a record with a numerous frequencies that quickly interfere and this would have a wide spectral distribution.

Hold on 

(show MATLAB

t=0:100;

y=exp(-t/3);

In the case of a harmonic the autocorrelation would also show harmonic variability and the spectrum of this would be a line spectrum

.. and this defines the spectrum for a stochastic process in terms of a power density, or variance per unit frequency.  

The one sided power spectral density Gk, for an autocovarience function with a total of M lags is found from the fourier transform of the autocovariance function
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k=0,1,2,….,N/2

The Periodgram Method

The original time series can b  padded with zeros  (K<N) after the mean has been removed from the data.

The two sided power spectral (or autospectral)  density for frequency f in the Nyquist interval –1/2t < f < 1/2t is
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For the once sided power spectral density function 0<f<1/2Dt
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Note that division by dt transforms the energy spectral density into the power spectral density.

Note that when you take the FFT in MATLAB it reports Syy  in N frequencies

0, N/2  (this is N/2 +1), then again from N/2-1 back to 2

Draw axis on board—showing 1-10 with Nyquist on 5

The total energy in the intervening frequencies between 0 and F require folding this in half

All frequencies expect 0 and Nyquest then require doubling to get power

i.e.

Gyy(0)=Sff(0)

Gyy(1,n-1)=2*Sff(1,n-2)

Gyy(n)=Sff(n)

Typically you are going to want to plot spectra on   a log scale.

This is particularly useful when the spectra has a power low dependence in the form Syy(f)~f-P

NEW LECTURE

After introducing a few more concepts (aliasing and error bars on spectra) I will discuss different ways to present spectra. 

These include


Cross-Spectra


Co- Spectra and Quad spectra


Coherence Squared spectra


Rotary Spectra
ALIASING

Results from not resolving fluctuations in time series. It results in another frequency  masquerading as the unresolved frequency.

This problem needs to be resolved at the measurement phase. This is why, for example, current meter data busts averages over a period of time (say five minutes) so that motion associated with waves are averaged out.

Show example of daily sea-level observations and the wrong  conclusions one would reach from such a time series.

If the original time series has frequencies higher than nyquest aliasing can be a problem.

Examples include slow reverse rotation of wheels in movies.

The energy from the unresolved high frequency folds into the lower frequency component of the spectra

ERROR BARS
Since the spectrum plots variance we use the chi-squared statistical model to generate error bars. 

The Chi-squared is used to determine confidence intervals of the signal variance.

From which confidence intervals are drawn
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First two Definition of chi-squared—the mean and the variance
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  The mean value of the chi-squared distribution is equal to the degrees of freedom
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From this we obtain an estimate of the error in the spectrum.
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The variance of the chi-squared distribution is twice the degrees of freedom

So for n=2 the standard deviation is equal to the mean—not very good estimate.

What we do is average either in the frequency domain (Band averaging)—or block average.

 Band Averaging  -- explain

Block Averaging (what SPECTRUM does)

Break record into K blocks and  take spectra of each

This yields 2K degrees of freedom for each spectral band.  However windowing will change this.

Windowing, however reduces the effective length of each block so it is typically recommended to overlap windows by upto 50%. For sharply defined windows these can be viewed as independent time series. (In the case of  a Hanning window a 50% overlap will be 92% independent) 

(here G is used instead of Y because we are going to use G as the band averaged spectral estimate.

So for n=2 the standard error is one—meaning that the error is equal to the estimate.

If however we average bands, or break the data into segments using Ns independent segments each segment adds two statistical degrees of freedom to the estimate.
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where n=2 times number of segments or block averages.

Based on what we’ve seen before with the use of the chi-squared for error estimates we can now place confidence limits on Gxx(f), i.e.


[image: image16.wmf]2

2

/

;

n

yy

yy

2

2

/

;

n

yy

)

f

(

G

)

1

n

(

)

f

(

G

)

f

(

G

)

1

n

(

a

-

a

c

-

£

c

-


So the true spectrum falls in the interval described above within the confidence limits chosen. This can be used to determine if a peak in the spectrum is significant.  Note that we want to be careful how we determine degrees of freedom—based on the windowing (table 5.6.4) 

For example the degrees of freedom of a Hanning Window  is 8/3 N/M where is the number of data points in the time series and M is the half window width in the time domain.

So if N=.1 M the effective degrees of freedom for a Hanning window is 2.66 time the number of windows.  This is why we can overlap windows.

Co Spectra

Cross Spectra

Taking the cross spectrum is quite easy—identical to autospectra.

1) Ensure that the time series span the same time/space period with identical 

resolution.

2) Remove the means the trends from both records

3) Determine how much block averaging you will need to do for statistical reliability.

4) Window the data

5) Compute FFT of data

6) Adjust scale factor of spectra according to windowing

7) Compute raw  one-sided cross spectral density
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Since the cross-spectrum is the transform pair of the covariance function the inverse Fourier transform of the cross-spectrum will recover the cross-covariance  function. This is a more computationally efficient way to calculate the cross-covariance due to the robust computational efficiency of the fft.

i.e.

inv(G12)= cross-covaraines

in matlab

two time series x1 & x2.

F=fft(x1)

G=fft(x2);

CC=ifft(conj(F) G)

Two ways to quantify the real and imaginary parts of the cross-spectrum.
1) product of an amplitude function (Cross amplitude spectrum)  and a phase function ( phase spectrum)

The amplitude spectrum gives the frequency dependent of co-amplitudes, while the phase indicates the relative phase between these two signals.

When the co-amplitudes are large-that means that there are covariance in that frequency band—and the phase is meaningful. However if the amplitude is small (specifically statistically insignificant) then the phase is meaningless. (Need to discuss significance levels for this).

So the amplitude is simply G*conj(G)

And the phase is

Atan2(imag(g), real(G))

Easily done in Matlab

xk(t)=Akcos(2fot+

The Fourier transform of this is the sinc function that is shifted by ei

(note that for zero phase shift e0 is 1)

i.e.  Xk(f)=Ak/2(eiksinc(f- fo)T+ e-isinc(f+ fo)T)  k= 1,2

Hence the cross-power-spectra of these two time series would be

S12(f)= 1/T (X1(f) X*2(f))
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For T going towards inifinity
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More generally the sample cross-spectrum (one-sided) would read


[image: image20.wmf][

]

[

]

)

f

(

i

2

1

12

)}

f

(

)

f

(

{

i

2

1

12

12

2

1

e

T

)

f

(

A

)

f

(

S

or

e

T

A

A

)

f

(

S

f

q

-

f

=

=


So A12 is frequency dependent  amplitude of the cross spectrum and theta is the frequency depended phase of the cross spectra. The phase only has meaning when the amplitude is significantly different than zero.  

It can also be decomposed into a co-spectrum (in phase fluctuations) and quad-spectrum (fluctuations that occur in quadrature).  This is also related to the Rotary spectra that can decompose the cross-spectra  of a vector time series into clockwise and counterclockwise rotating components.  (later).
Co-Spectra and Quad Spectra.
Heat flux example. Imagine you had time series of velocity and temperature – if fluctuations occur in phase (large co-spectrum amplitude) then there will be a large eddy heat flux.

In contrast if the co-spectrum is small but the quad-spectrum is large there will be little eddy heat flux at that frequency.

This of course could be induced by the amplitude and phase spectrums—but often  this is a convienent way to plot it.

Here the cross Spectrum, which has a real and complex part, is used to calculate the co-spectrum and the quad spectrum.
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Coherence spectrum (Coherency or Squared Coherency)
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The squared coherence represents the fraction of variance in x1 ascribable to x2 through a linear relationship between x1 and x2. 

Phase estimates are generally unreliable when amplitudes fall below the 90-95% confidence intervals.

Confidence Intervals
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EDOF is the independent cross-spectral realizations in each frequency band.  Thomson and Emery suggest that it is equal to the number of frequency bands that you average.

For 95 % confidence level =0.05

For EDOF=2
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Requiring remarkably high coherence!!

However for  EDOF =5
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A limit that is more likely to be exceeded in a noisy geophysical data set!

Rotary Spectra

Rotary spectra is applied to a vector time series (such as current or winds) and is similar to the  ellipse analysis that we did earlier in the semester. If you recall we did this first by decomposing a velocity vector time series into a clockwise and counterclock-wise rotating motion. For the ellipse estimate these were obtained by a least squares fit to find (A,B,C D) at a single frequency.  For rotary spectra this is done for all frequencies--- though typically only a few frequencies are  of interest in this analyis.

U(f)=A(f)cosft+B(f)sinft

V(f)=C(f)cosft+D(f)sinft

This can be written in complex form as:
R=u+iv

R= Acost+Bsint+i (Ccost+Dsint)

R=(A+iC) cos(B+iD) sint



(1)
Here the A,B,C,D are obtained from the spectral estimate—with the real being A and C and the imaginary being C and D. 
Since we are dealing with vector that oscillates at a single frequency this can be represented in terms of a clockwise rotating vector and a counter clockwise rotating vector.

i.e.

R=R+eit+ R-e-it
Where R+ and R- are the radii of the clockwise and counter-clockwise rotating constituents.

Recall

eit=cost+isint

so

R= R+( cost+isint) + R-( cost-isint)

R=( R++ R-) cost +i( R+- R-) sint


(2)
Solving for R+ and  R- by equating  equations (1) and (2)  we find:
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The magnitude of these are then
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Since these are rotating at the same frequency but in opposite directions there will be times when they are additive  (pointing in the same direction) and times when they are pointing in opposite direction and tend to cancel each other out.

These two times define the Major Axis is ( R++ R- ) and the minor axis  (R+- R-) 

of an ellipse. 
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