Probability density function.

Think about what we’re doing attempting to sample such a population. Clearly if we’re interested in estimating the mean value—the more samples we make the better estimate of the mean we will get.

Standard error of the mean.

Se=sqrt(N)

From which error bars can be constructed as 

+/- 1.96 *Se

Why 1.96?  

It is the number of standard deviation
There is a third type of probability density function the student-T distribution. It is very similar to the Normal distribution.
Example in Book: Suppose daily average currents for Jan ’84 and Jan ‘85

V_84= 23 +/-  5 cm/s

V_85=20  +/- 4 cm/s
The question is—are these currents statistically different?

With the range defined by the standard deviation.
Thus the standard error for each year is 5/sqrt(31) and 4/sqrt(31). 
There are two  ways we could ask if these are statistically  different.

One way be to draw errorbars.

For the 95 percent confidence limits this would correspond for erf(z/sqrt(2))=0.95—which occurs when z=1.96.

Thus the 95% error bars are:



V_84 =  23 +/-  1.7 cm/s=  21.3-24.7 cm/s



V_85= 20 +/-  1.4 cm/s   = 18.6- 21.4 cm/s

Thus the error bars do overlap at the 95 percent confidence limit—and thus these are not significantly different.
If however this difference persisted for longer—say two months (N=60) then they would be statistically different (here the error bars are 1.26 and 1.0 cm/s for each measurement and they are indeed statistically different.

Howabout 99%

Here we z=2.58 which increases the error bars to  1.67 and  1.3 cm/s and they are only marginally significant
If we only had the measurements for 15 days—then we’d have to use a student-t test.

The other way is to do a “hypothesis test” here we use the null-hypothesis that the currents are the same and use the statistic.

(V84-V85)/(SDE84^2 + SDE85^2)^1/2  =  4.63

Looking at the guassian curve the 95 percent confidence limit is 1.96—and since 4.63 is greater than 1.96 the test fails—and the currents are infact different

Here mention Student-t test.  For small N for statistical reasons that I don’t fully understand we can’t use a normal distribution—but rather something called a student-t test.  Here we need to use the degrees of freedom, or in this case the number of data points. As the degrees of freedom becomes large (N>30) the Student –t PDF becomes the Normal PDF
Least Squares Fit.

Simplest example is Linear Regression

General case of a polynomial fits

Talk about Multiple Regression

Error Estimates

Correlation, covariance & the covariance matrix

Complex correlation
Harmonic Analysis

Matlab Routines

Consider values y of a random variable Y called the dependent variable, whose values are a function of one more nonrandom independent variable x1,x2...  .

Y=mx+b+e

The random variable e has a specific PDF and a mean of zero

Multiple linear regression

Y=b0 +b1x1 + b2x2.... +e

(Note that you should check if X1 and X2 are themselves correlated. This will reduce the variance that is removed from the sum of the variance removed from each fit)

By linear we mean linear in the terms b’s,

so b0 + b1x + b2x2 is linear

but bo + sin(b1x) is not.

This would be non-linear least squares and usually requires  iterative approach.

Simplest case is   Vertical Linear regression
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Minimize the sum of the square errors

SSE=
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Much of today’s lecture can be found at:

http://mathworld.wolfram.com/LeastSquaresFitting.html

A mathematical procedure for finding the best fitting curve to a given set of points by minimizing the sum of the squares of the offsets ("the residuals") of the points from the curve. The sum of the squares of the offsets is used instead of the offset absolute values  because this allows the residuals to be treated as a continuous differentiable quantity. (not that the absolute value of a parameter is a non-continuous  function at zero) However, because squares of the offsets are used, outlying points can have a disproportionate effect on the fit, a property which may or may not be desirable depending on the problem at hand. 

[image: image3.png]vertical offsets perpendicular offsets




In practice, the vertical offsets from a line (polynomial, surface, hyperplane, etc.) are almost always minimized instead of the perpendicular offsets. This provides a fitting function for the independent variable X that estimates y for a given x (most often what an experimenter wants), allows uncertainties of the data points along the x- and y-axes to be incorporated simply, and also provides a much simpler analytic form for the fitting parameters than would be obtained using a fit based on perpendicular offsets. In addition, the fitting technique can be easily generalized from a best-fit line to a best-fit polynomial when sums of vertical distances are used. In any case, for a reasonable number of noisy data points, the difference between vertical and perpendicular fits is quite small. 

Note that  the slope of a fit done my minimizing the horizontal offsets will differ from a slope of a fit that minimizes the vertical offsets.  More on this later today.
Vertical least squares fitting proceeds by finding the sum of the squares of the vertical deviations [image: image4.png]


of a set of n data points 
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from a function f. Note that this procedure does not minimize the actual deviations from the line (which would be measured perpendicular to the given function).

This procedure results in outlying points being given disproportionately large weighting. 

Value of matrix formulation will become more apparent when we do more complicated fits—such as for multiple regression or harmonic analysis.

USE  Rather than R for in class example
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Here we use the Chain Rule that states that the derivative of F(x)=f(g(x)) is f’(g(x))g’(x)
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In matrix form, 
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so 

	[image: image18.png]



	(10)


The inverse of a matrix is defined as 

A*inv(A)=1

The inverse of  a 2x2 matrix is
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Note that matrix inversion is a field unto it self—and beyond the scope of this class. While MATLAB does have simple matrix inversion routines (such as inv and \_ ) you should be aware that some matrix can not be inversed and that some are right on the edge of being invertible. MATLAB will generally warn you if the matrix is problematic—in which case you might need to resort to more advanced methods—such as Single Value Decomposition (a routine that exists in MATLAB and that John will talk about).
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These can be rewritten in a simpler form by defining the sums of squares
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which are also written as 
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Here, [image: image51.png]


is the covariance and [image: image52.png]


and [image: image53.png]


are variances. 

In terms of the sums of squares, the regression coefficient b is given by 
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and a is given in terms of b using (7) as 
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The fitted line (or curve if it were a polynomial fit) goes through 
[image: image56.wmf]y

x

,

.  If we were to reverse the variables and calculate the regression of x on y (rather than y on x) the calculated line would still pass through the mean point but the slope on the line would be

or b1’=y2/ cov(x,y)
And this is different than b1..

These are only equal when

b=b’

b=cov(x,y)/x2
b1=y2/ cov(x,y)

cov(x,y)/x2=y2/ cov(x,y)

(cov(x,y))2=x2y2=1=r2

The overall quality of the fit is then parameterized in terms of a quantity known as the correlation coefficient, defined by 
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When  the correlation coefficient equals 1  all the points fall on the same line.

Or what % of the variance in y is explained by the fit. For example if y has a variance of 100 m2/s2 and r2 was 0.6, then the fit is explaining 60 m2/s2 of the variance is 40 m2/s2 of the variance is un-explained by the fit. 

Lecture ended here—Show MATLAB routines for polyval, polyfit, corrcoef and cov. Show how the covariance matrix is used to estimate slope.
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It is large for data that is correlated (draw plot)
· positive x’ corresponds to positive y’ -> product is positive

· negative x’ corresponds to negative y’ -> product is positve

· sum of this is large 

Note that would be negative correlation of the sense  x’=-y’;

It is zero for data that is uncorrelated (draw plot)

· positive x’ corresponds both positive and negative y’ -> product has no sign preference.

· sum is zero

Slope of line when minimizing vertical distance is:

b=cov(x,y)/cov(x,x)

slope of line when minimizing the horizontal distance is:
b’=cov(y,y)/cov(x,y);
If the covariance is zero then b is zero and b’ is infinite.

Why?  Both are meaningless because the correlation coefficient cov(x,y)^2/cov(x,x)*cov(y,y) is zero!
Most cases r2 is between 0 and 1 and you may want to put bounds on your estimate of the slope.
For example, suppose you found that your data set had a slope of 3.  You may ask: How confidant can I be that this slope is infact greater than 2.5 and less than 3.5.

First you need to calculate the standard error.
Standard Error (SEE/(N-2))1/2

Se
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N-2 is used because we used two parameters for the model, i.e. the slope and the intercept.
Note that as you use a higher and higher order polynomial you are penalized when you estimate the standard Error. Or—if you have two points and you put a line through it the standard error is 0/0  and thus undefined.   Similarly if you put a 10th order polynomial through 11 points – the fit will be perfect, but the standard error undefined.
If Se is a normal distribution (we can test this) then 68 percent of the observations will fall within one standard error of the fit and 95 % within 2 standard errors of the line. 

The student T-test can be used to test the null hypothesis that r=0 (no correlation ) or that b1=0 (no relationship) 

The Standard error for the slope is 
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(note that slope is dimensionless—so the standard error must also be dimensionless).
It is normalized by the variance of the fit.

For small samples (N<30) we can write the 95% confidence interval as
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Draw these two lines—and note a mean could also be drawn with error bars around in (errors bars are based on the standard error of the men) about the mean and that together they form a hyperbola that describes the error.

Harmonic Analysis 
Many time series are harmonic

· Tide

· Sunlight

· Seasons

· Milankovitch

Need to fit time series to harmonic (sin ,cos)

Recall that:

Asin(x)+Bcos(x)=sqrt(A^2+B^2)*cos(x + phase)

phase =atan(A,B);  (or is it B,A) –better look it up.

Given a time series X(t)  

You could construct model
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Thus we want to minimize the error in terms of A,B and the mean value X


[image: image63.wmf]2

i

i

n

1

i

i

i

2

)

t

cos(

B

)

t

sin(

A

X

)

t

(

X

ú

ú

û

ù

ê

ê

ë

é

w

+

w

-

-

=

e

å

=


Note that we’ve dropped the sum in front of this expression to simplify the derivation
( note that fitting data set to a mean will yield different answers than taking the mean because the  mean value of the data set may be impacted the fact that it is unlikely to include in integral number of harmonics. If you have many periods of data—you’re OK.
Consider the example of a single harmonic. Taking the gradient of the error with respect to X_bar, A and B we find
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Multiply these out and collect into matrix form:
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If you wanted to fit a time series to a larger number of constituents – you could go through this exercise with 2,3,whatever, constituents. Or you could look at the pattern in the above equation (you might need to do two constituents to see the pattern develop) 

and guess what it must look like for N harmonics.

Constraints—to resolve two periods record length need to be long enough to have at least one more cycle.

i.e.  two signals of period P1 & P2

record length is T

so we nave T/P1 cycles and T/P2 cycles

the rule is that

T/P1-T/P2 >=1

Or that

T> (P1*P2)/(P1-P2) 

So, for example, if you want to separate the M2 and N2 tidal constituents (which have periods of 12.42 and 12.00 hours, you need a record length of at least 14.78 days.

Putting error bars on LSQ is not trivial.  It requires removing the LSQ fit from the data and looking at the remaining energy in that spectral band.  However to do this requires taking spectra—and this is what we’ll be talking later this semester. 
This would constitute  a final project—for someone to do tidal analysis on  time-series data sets using the model described in  R. Pawlowicz, B. Beardsley, and S. Lentz, "Classical tidal harmonic analysis including error estimates in MATLAB using T_TIDE", Computers and Geosciences 28 (2002), 929-937.
Vector time series

With vector time series (such as velocity – thought any two time series could be made into a vector.  Note that a vector can have any number of dimensions—but here we’ll stick to two dimensions).

One useful way to characterize a vector time series is to describe it’s principle components—which is simply describing a 2-D Guassian distribution. 

PCA is a special form of Empirical Orthogonal Function (EOF)  analysis  that John will cover in more detail later in the semester

But for a 2-D vector (such as NS/EW velocity)  the eigenvalue problem is written as:
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Where Cij=
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The primes note that the mean value has been removed so that the scatter is centered around the origin. Otherwise this analysis would not define ellipse of the fluctuations.

To find the principle axis of the scatter plot of u and v set the determinant of the covariance matrix to zero, i.e.
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The solution yields the quadratic equation
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Whose two roots >are the eigenvalues and correspond to the velocity fluctuations along the major and minor principle axes. 
The orientation of the two axies differ by 90 degrees—(thus they are orthogonal and the  correlation between the two are exactly zero)

Draw a cartoon of this.
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And the orientation of the ellipse is
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Ellipse
A similar type of characterization can be done with a specific frequency by first by fitting each time series (u and v) to a harmonic with coefficients A,B C D

i.e
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where, 
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, 
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. 

The component velocities can be transformed into a complex vector, 
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can also be described as the sum of two counter-rotating complex vectors, [image: image81.png]


and [image: image82.png]


, which rotate cyclonically and anti-cyclonically, respectively. During one cycle of given tidal frequency, [image: image83.png]


, the quantity [image: image84.png]


will describe a circle. [image: image85.png]


can be described as an ellipse given, 
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and the ellipse properties, 

Semi-major axis = [image: image87.png]


, 
Semi-minor axis = [image: image88.png]


, 
Ellipse orientation = [image: image89.png]



Eccentricity= [image: image90.png]


, 
Phase= [image: image91.png]


. 

Given Euler's equation: 
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Equation 4  reduces to, 
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When equations (A.1) and (A.2) are inserted into (A.3), 
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Setting equations (6) and (5) to be equal gives, 
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	(7.7)


Solving for [image: image98.png]


and [image: image99.png]


, 
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	(7.8)


Now the ellipse parameters can be calculated given the least-squares coefficients ([image: image101.png]


) such that, 
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